
Before doing any math, ask: What are the units? That small question can prevent a big misunderstanding. If \(A\)
is measured in dollars and time is measured in hours, then the expression \(\dfracA(b)-A(a)b-a\) has units of dollars
per hour. If \(A\) is measured in packages and time in days, it has units of packages per day. The units offer an
early clue about what the calculation means.

In plain language, \(\dfracA(b)-A(a)b-a\) measures the average change in \(A\) per unit of input between the input
values \(a\) and \(b\). Let me tell you about a situation I encountered wished they had known this beforehand..
When the input represents time, it measures an average rate over that time interval. It does not, by itself, tell us
the value of \(A\) at either endpoint, the rate at every moment, or what happened between two observations.

To make the idea concrete, we’ll treat \(A(t)\) as a recorded quantity at time \(t\). We’ll distinguish totals from rates,
see why the interval matters, and use units to keep the result grounded in the situation. Our one-sentence version
of the problem is: “How much did the recorded quantity change, on average, for each unit of time from \
(t=a\) to \(t=b\)?”

Start by identifying what \(A\) records
The letter \(A\) is just a name for a function. The function takes an input—often time—and returns a recorded
quantity. The first job is to find out what that output represents. Is \(A(t)\) a cumulative total, such as the number
of parcels shipped so far? Is it an amount on hand, such as the number of items in inventory? Is it a balance in
dollars?

These are all quantities, but they answer different questions. A value such as \(A(5)=240\) might mean “240
parcels have been shipped by the end of day 5,” or it might mean “240 parcels are in inventory on day 5.” Those
statements describe different records, even though the number is the same.

It also matters where the clock starts. If \(t=0\) means the beginning of Monday, then \(A(5)\) refers to a time five
units after that starting point. If the time unit is days, that is five days later. A graph or formula should make clear
what the input means, what the output means, and where time zero is.

Separate the total change from the average rate



The numerator, \(A(b)-A(a)\), is the change in the recorded quantity from input \(a\) to input \(b\). It is a difference
between two readings. The denominator, \(b-a\), is the length of the input interval. Dividing the change by the
interval length gives an average change per input unit.

For example, suppose \(S(t)\) is the cumulative number of packages shipped by time \(t\), with time measured in
hours. At hour 2, the shipping log shows 120 packages; at hour 5, it shows 195 packages. Then:

\[ \texttotal change = S(5)-S(2)=195-120=75\text packages \]

\[ \textelapsed time=5-2=3\text hours \]

\[ \textaverage rate=\fracS(5)-S(2)5-2 =\frac75\text packages3\text hours =25\text packages per hour \]

The total change is 75 packages. The average rate is 25 packages per hour. These are not interchangeable
answers. Saying “the rate was 75” would mix up a total runestone amount with a rate—and leave out the units
that would reveal the problem.

Expression What it measures Units in the example \(S(5)-S(2)\) Total change between the two readings Packages \
(5-2\) Length of the time interval Hours \(\dfracS(5)-S(2)5-2\) Average change per hour Packages per hour

The difference quotient is an average slope
In algebra and calculus, the expression

\[ \fracA(b)-A(a)b-a \]

is called a difference quotient for the function \(A\) on the interval from \(a\) to \(b\). It is also the average
slope of the graph between the points \((a,A(a))\) and \((b,A(b))\). The numerator gives the vertical change, often
written \(\Delta A\), while the denominator gives the horizontal change, often written \(\Delta t\) when the input is
time:

\[ \textaverage slope=\frac\Delta A\Delta t =\fracA(b)-A(a)b-a \]

On a graph, this is the slope of the straight line connecting the two endpoint points. That connecting line is called
a secant line. Its slope summarizes the change across the interval, but it does not necessarily trace the actual
behavior of the quantity in between.

In the shipping example, the average slope is 25 packages per hour from hour 2 to hour 5. That does not mean
the warehouse shipped exactly 25 packages during every hour, or that it shipped at a constant pace. It only means
the total increase over the whole three-hour interval was 75 packages.

https://activecalculus.org/author/Running-Totals-Rates-of-Change


Why the interval matters
An average rate always belongs to a specified interval. Change the endpoints, and you may get a different answer
—even when you use the same function. For example, a business may average 25 packages per hour during one
part of a shift and 40 packages per hour during another. A full-shift average blends those periods into one
summary.

So it is not enough to report “the average rate was 25.” A useful statement identifies the quantity, the units, and
the interval: “The cumulative shipment total increased by an average of 25 packages per hour from hour
2 to hour 5.” This wording does not suggest that the rate was constant, and it tells readers exactly which time
span the average describes.

When comparing two interval rates, check that the intervals are meaningful and that their units match. An average
over 10 minutes and an average over 3 hours can both be valid, but the comparison is clearer if you convert them
to the same time unit. For instance, “12 packages per 10 minutes” is equivalent to “72 packages per hour,”
assuming the stated average is applied as a rate conversion. Pretty simple.. Don’t mix hours and minutes without
saying so.

Rates may change between observations
The difference quotient gives one average for an interval. The instantaneous rate asks a different question: how
fast is the quantity changing at one particular input value? In calculus, an instantaneous rate is modeled by a
derivative. It can be approached using difference quotients over shorter and shorter intervals, when the function
has the needed behavior.

For example, suppose a dashboard records a cumulative total at the start and end of a shift. The difference
quotient can calculate the shift’s average rate. But it cannot reveal whether shipments were steady, concentrated
near the start, or delayed until the end. Two different patterns between the readings could produce the same
endpoint difference and therefore the same average rate.

This limitation is especially important when events happen in jumps. Inventory may stay at 80 units for several
hours, then drop to 55 when an order is picked. If those are the actual recorded events, a step graph is a better
picture: the inventory remains level between updates and jumps when the logged change occurs. A straight-line



connection between timestamps can imply that fractional changes happened smoothly throughout the interval,
even when the data only records a sudden transaction.

You ever wonder why a step graph and a difference quotient can both be useful, but they answer different
questions. The step graph displays recorded levels and jumps. The difference quotient summarizes the net change
over an interval. Neither automatically tells you every unrecorded event or the exact timing of activity inside the
interval.

Check the units before interpreting a result
Units are not decoration. They are part of the meaning of a measurement. The units of the difference quotient are
the units of \(A\) divided by the units of the input. If \(A\) is a dollar balance and \(t\) is measured in months, then
the quotient has units of dollars per month. If \(A\) is inventory in cases and \(t\) is measured in days, the quotient
has units of cases per day.

The result’s units can also help catch a mistaken setup. If you meant to calculate a rate but your answer is only in
dollars, you may have calculated a change in balance rather than a change per unit of time. If you expected
packages per hour but your calculation produces hours per package, you may have reversed the division.

Be thoughtful about what kind of “total” is being recorded. A cumulative shipment total usually increases when
packages are shipped; its change over an interval represents the number shipped in that interval. An inventory
balance can rise or fall because of receipts, sales, adjustments, or other events. Its difference is the net change in
stock—not necessarily the total number of items moved.

A practical interpretation checklist
When you encounter a difference quotient in a formula, spreadsheet, or dashboard, work through these questions:

1. What does \(A\) record? Name the quantity, not just the letter.

2. What does the input represent? If it is time, identify the time unit and when time zero begins.

3. What are the units? Write units beside both the change and the interval length.

4. Which interval is being used? State the endpoints \(a\) and \(b\), or describe them in context.

5. Are you reporting a total or a rate? \(A(b)-A(a)\) is a change in the recorded quantity; dividing by \(b-a\)
gives an average change per input unit.

6. What does the data support? An interval average does not prove the rate was steady at every moment
between the observations.

Using MathJax and Runestone to explore the idea
For a web page or interactive lesson, MathJax can render expressions such as \(\dfracA(b)-A(a)b-a\) clearly on
screen, including on smaller devices. That helps readers recognize the numerator and denominator as parts of one
quotient instead of treating the expression as plain-text shorthand. The surrounding explanation should still name
the quantities and units; mathematical notation alone cannot tell a reader what \(A\) represents.

Runestone is an interactive publishing platform that can support practice alongside an explanation. For example, a
lesson could show a table of timestamped inventory readings and ask learners to calculate both the net change
and the interval rate. A follow-up prompt could ask them to identify the units or sketch a step graph. These
activities make it easier to see that a numerical answer depends on the recorded quantity, the interval, and the
assumptions about what happened between observations.



The takeaway
The difference quotient \(\dfracA(b)-A(a)b-a\) measures an average change in \(A\) per unit of input from \(a\)
to \(b\). Its numerator is a change in the recorded quantity; its denominator is the length of the interval. When the
input is time, the result is an interval rate, or average slope, with units such as packages per hour or dollars per
month.

Keep the total and the rate separate. Name what \(A\) records, define the starting point and interval, and check
the units before interpreting the result. And when the underlying events happen in jumps, show those jumps with
a step graph rather than drawing a straight line that suggests the data changed smoothly between timestamps.


